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Agenda

Á Why hybrid distributed applications

Á What are the aspects of performance

Á How to tune for efficient utilization of hardware capabilities
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Why Hybrid Distributed Applications

Compute
Many core

Multicore

Intel Graphics

Intel Xeon + FPGA

System Software Stack
Simplifies Use and Application Development

Interconnect
Configurable

Next-Generation Fabric

Memory/
Storage
Configurable 
High BW Memory

Non-Volatile Memory
Storage Burst Buffer
Lustre File System



Why Hybrid Distributed Applications

Á Parallel programing ÝPure MPI

NUMA nodes

CPU Sockets

Cores

HT

Á Hardware

MPI

MPI

MPI

MPI

MPI

MPI

Unnecessary inner node communications, Too much memory 
consumption with data replication and MPI buffers



Why Hybrid Distributed Applications

Á Parallel programing ÝMPI+OpenMP

NUMA nodes

CPUs

Cores

SMT

Á Hardware

MPI

MPI

OpenMP

Lower communications, lower memory footprint, flexible load balancing



What are the Aspects of Performance

Message size
Rank placement
Rank Imbalance
RTL Overhead
Pt2Pt ->collective Ops
Network Bandwidth

Latency 
Bandwidth
NUMA

File I/O
I/O latency
I/O waits
System-wide I/O

Threaded/serial ratio
Thread Imbalance
RTL overhead
(scheduling, forking)
Synchronization

uArchissues (IPC)
FPU usage efficiency
Vectorization

Cluster Node Core

MCDRAM 3D XPointϰ Many-core
·Ŝƻƴ tƘƛϰ

AVX-512
Omni-Path

Architecture

Intel Hardware Features

Distributed memory Memory I/O Threading CPU Core
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MCDRAM 3D X Many-core
Xeon Phi

AVXOmni-Path

Intel Hardware Features

Distributed memory Memory I/O Threading CPU Core
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Advisor

IntelÈ Parallel Studio XE Cluster Edition  

covers all aspects of distributed

application  performance in synergy 

with Intel HW and Runtimes
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